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Applying Multivariate Methods using R, CAP and Ecom
This book, based upon A Practical Handbook for Multivariate Methods (2008), is invaluable for anyone interested in multivariate statistics, and has been
extensively revised to reflect the ever-growing popularity of R in statistical analysis. All the main multivariate techniques used in Advertising, Archaeology,
Anthropology, Botany, Geology, Palaeontology, Sociology and Zoology are clearly presented in a manner which does not assume a mathematical
background. The authors’ aim is to give you confidence in the use of multivariate methods so that you can clearly explain why you have chosen a particular
method. The book is richly illustrated, showing how your results can be displayed in both publications and presentations. For each method, an introductory
section describes the method of calculation and the type of data to which it should be applied. This is followed by a series of carefully selected examples
from published papers covering a wide range of disciplines. You will find examples from fields you are familiar with. The data sets and R code used are
available from the Pisces Conservation website, allowing you to repeat the analyses and explore the various approaches.
This book has been written by the team that created the software titles Community Analysis Package (CAP) and ECOM. The two programs have themselves
been updated to run R code natively within them, and tips are given on how to use these programs to get the best presentation for your ideas.

Peter Henderson is a director of Pisces Conservation and a Senior Research Associate of the
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Chapter

3

3: Principal Component Analysis
A standard method to summarise multivariate data in a 2-dimensional plot
Principal Component Analysis (PCA) is one of the oldest and most important multivariate methods. When used
appropriately it can display the main features of a multivariate data set and may reveal hidden features within your data.

Uses
Use PCA to show the relationship between objects or samples in a simple 1-, 2- or 3-dimensional plot. The method also
identifies those variables which best define the similarity between the objects. In a PCA plot, the most similar objects
will be placed closest together. It can also be used to create composite variables that capture the general magnitude of a
feature that can only be described using a combination of variables. These new composite variables created by PCA can
then be used as input for other forms of analysis. For example, PCA scores can be used to create a dendrogram, or used
in a regression analysis.
In CAP you will find PCA
within the Ordination dropdown menu at the top of the
program.

The ability to summarise multivariate data in a 2- or 3-dimensional plot, or create new composite
variables that summarise a general feature, is dependent on the existence of some level of correlation
between the variables. The method is most valuable when some of the measured variables are highly
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correlated. If the variables are uncorrelated, the method is powerless to help you in your analysis, so try MultiDimensional
Scaling instead (see Chapter 5).

Summary of the method
PCA is essentially a method for displaying your data in a space with fewer dimensions than the number of variables
measured. To show how this is achieved, we use the simplest example possible. Consider a plot of two highly-correlated
variables (Fig. 5) and the resulting PCA plot. After the PCA, the points have been rotated and are now arranged along
the new x-axis (Fig. 6). This new axis is a linear combination of variables 1 and 2. However, the most important point to
note is that PCA has arranged the points almost entirely along a single axis. It has, in effect, converted a 2D plot to a 1D
plot. PCA is sometimes described as a rotation. This is because the method can be thought of as a way to rotate the axes
so that the new x-axis (first principal axis) runs through the line of greatest variability in the data. The second principal
axis is then set at right angles to the first, and is similarly orientated to pass along the line of second greatest variability.

Fig. 5: (left) A simple example of the plot of two highly positively-correlated variables.
Fig. 6: (right) The final ordination produced by PCA for the data set plotted in Fig. 5.
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Fig. 7: (left) A scatter plot of 2 random variables showing no correlation.
Fig. 8: (right) The ordination produced by PCA of the data plotted in Fig. 7.
It is easily demonstrated that PCA is of no value when applied to data in which there are no correlations between the
variables.
Fig. 7 plots two random, uncorrelated, variables, and Fig. 8 the plot after PCA. Note that the two plots are similar and
still 2-dimensional.
The number of principal axes that can be calculated equals the number of variables measured. For the mathematicallyminded, the principal axes are found using matrix algebra to solve the equation:

0
( S − λk I ) uk =
where S is the dispersion matrix1, λk is an eigenvalue, and uk the associated eigenvector.
The eigenvalues are found by solving numerically the characteristic equation:

S − λk I =
0
1 The dispersion matrix is either a matrix giving the variances and covariances of the variables, or a matrix of the correlations between the
variables.
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and these are then used to solve for the eigenvectors. The eigenvectors are the principal axes of the dispersion matrix S.
The eigenvectors are scaled to a unit length and then used to compute the positions of the samples on each principal axis.
The dispersion matrix, S, can be either the variance-covariance or the correlation matrix for the variables. The choice will
depend on your data and is discussed below.
The eigenvalues of S give the amount of variance explained by each principal axis. PCA is therefore a partitioning of
the total variability in the original data set between a new set of variables. When successful, PCA can place most of the
variability in the dispersion matrix into only 2 or 3 dimensions.

The use of the correlation or covariance matrix
If all of the variables are of the same kind and order of magnitude then you should generally undertake a PCA using
the variance-covariance matrix. If you use the correlation matrix, you give equal weight to all your
variables, irrespective of their magnitude. This is unwise if you have quantitative data, since why In CAP you can choose
to perform a PCA on the
bother to collect quantitative data if it is not used?
The correlation matrix is necessary when variables are measured in a number of completely different
ways. For example, if some variables are the concentration of chemicals in water, and others describe
non-quantitatively the structure of the lake bed, a correlation matrix would be appropriate. The
results from using a variance-covariance or correlation matrix can be quite different. This is because,
as mentioned above, using the correlation matrix gives every variable an equal weighting, while an
analysis based on the variance-covariance matrix will be dominated by the variables with the largest
magnitude.

How many dimensions are meaningful?
Statistical tests can rarely be used to determine how many components (dimensions) are meaningful.
This is because the tests assume the variables are all normally distributed, and this is hardly ever the
case. An empirical rule is that you should only interpret principal components if the corresponding

variance-covariance
or
correlation matrix under
the Ordination drop-down
menu. The dispersion matrix
used is shown under the
Cross Products tab.
With the R function
prcomp() use scale
=
FALSE to perform a PCA
on the variance-covariance
matrix or scale = TRUE
to use the correlation matrix.
Similarly with princomp()
use cor = TRUE to use the
correlation matrix.

20
Sample chapter © Pisces
Conservation Ltd, 2019

Applying Multivariate Methods

eigenvalue is larger than the mean of all the eigenvalues. Software normally gives the sum of the eigenvalues; divide this
sum by the total number of variables in your data set to get the mean.
If you undertake a PCA on the correlation matrix then the mean eigenvalue is 1, so the rule is simply to only consider
components with an eigenvalue > 1.

Do my variables need to be normally distributed?
In practice, normality is not essential. PCA was developed for the analysis of multinormal distributions, and the method
works best when applied to data sets for which all the variables are normally distributed. However, it can give good results
with non-normal data, provided none of the variables is highly skewed or has extreme outliers. If some of the variables are
very skewed, then the first few components usually just separate out the few objects that have high values for the skewed
variables. You could do this by eye without using PCA. It is often possible to reduce the skew using a transformation, as
is discussed below.

Data transformations
It is often essential to transform some or all of the variables prior to their use in a PCA. Remember that if one variable
has a much larger mean than the rest it should be rescaled. For example, if frequency is measured in hertz and ranges from
6000 to 8000 Hz, while another variable, the pulse rate, ranges from 5 to 20 per second, you should express the frequency
in KHz so that it ranges from 6 to 8.
We transform data to:
1. Reduce the influence of the high-magnitude variables and, conversely, increase that of low magnitude variables, e.g.
the highly-abundant species. It is not always relevant; for example, when PCA is applied to the correlation matrix, all
variables have equal weight.
2. Normalise the data. Transformations are often useful when some variables have a highly- skewed distribution, e.g.
when the bulk of the observations are low, but there are a few much higher values. However, do not be too worried
if your variables are not normally distributed; they rarely are, and PCA can still give useful results.
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Common transformations that can be useful are logarithmic and square root. The square root
transformation has the advantage that it can be used in data sets with zero values. There was a
fashion for the 4th root transformation; this should be avoided as it excessively distorts your data.
Generally, transformations make it more difficult to interpret your results and should only be used
when necessary.

CAP has a range of
transformations on the
Working Data tab. You can
experiment with different
transformations,
without
altering your original data.
To revert to the raw data, use
Reload Raw Data

The horseshoe effect
In ecological sampling, PCA can produce what is termed the arch or horseshoe effect in a plot of the first and second
principal axes. This is frequently observed when samples are taken along a transect which follows an environmental
gradient. Under these circumstances, the different species tend to reach their maximum abundance at different points
along the transect. An extreme example of this type of distribution is shown in Table 3, and the resulting plot showing
the horseshoe effect in Fig. 9. Note that samples 1 and 10, which have no species in common, are placed alongside each
other, giving the mistaken impression that they have common attributes.
Table 3: A set of artificial data designed to show an extreme form of the horseshoe effect with Principal
Component Analysis.
sample1

sample2

sample3

sample4

sample5

sample6

sample7

sample8

sample9

sample10

10

5

0

0

0

0

0

0

0

0

sp2

0

10

5

0

0

0

0

0

0

0

sp3

0

5

10

5

0

0

0

0

0

0

sp1

sp4

0

0

5

10

5

0

0

0

0

0

sp5

0

0

0

5

10

5

0

0

0

0

sp6

0

0

0

0

5

10

5

0

0

0

sp7

0

0

0

0

0

5

10

5

0

0

sp8

0

0

0

0

0

0

5

10

5

0

sp9

0

0

0

0

0

0

0

5

10

0

sp10

0

0

0

0

0

0

0

0

5

10
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Fig. 9: The result of a Principal Component Analysis using
the data set shown in Table 3, and demonstrating the
horseshoe effect. Note that Samples 1 and 10, which have
no species in common, are placed close together. Data set:
artificial data horseshoe effect.xls.
The horseshoe effect arises from the assumption that the
descriptors (species, in the present discussion) are linearly related
to each other. This is not the case when species or descriptors
are arranged along a gradient and each tends to form a unimodal
distribution.
The existence of the horseshoe effect has been used to argue that
PCA is inappropriate for ecological and environmental studies
and should be avoided. The method is too useful to be so easily
discarded, but it should not be used to study organisation along
gradients. For such studies, consider Correspondence Analysis1
(CA) or Detrended Correspondence Analysis (DECORANA).
Using again the example data in Table 3, a DECORANA
ordination plot (Fig. 10, page 24) has no horseshoe effect, and the samples are arranged as per their position along
the gradient. Note that in this figure, samples 10 and 1 are at opposite ends of axis 1. It is sometimes assumed that Nonmetric MultiDimensional Scaling (NMDS) is generally superior to PCA. With respect to the horseshoe effect, this is not
the case. As shown in Fig. 11, page 24, with data showing a powerful gradient, such as the example data in Table 3, it
also produces the same horseshoe effect. This problem occurs with most of the common similarity measures used with
NMDS.

1 Also termed Reciprocal Averaging (RA)
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Fig. 10: (left) An ordination produced by DECORANA of the demonstration data given in
In CAP, to change the font
Table 3, page 22. These data produce the horseshoe effect when analysed using PCA.
and size of the label for the
Fig. 11: (right) An ordination produced by Non-metric MultiDimensional Scaling of the points, click on the Edit
button above the graph
demonstration data given in Table 3, page 22. These data produce the horseshoe effect and then choose Series –
when analysed using PCA.
Unassigned – Marks – Text

PCA functions in R

– Font.

A variety of R packages can be used to undertake Principal Component Analysis. The widely-used function prcomp()
is in the stats package. It has been argued that prcomp() is generally superior to princomp() because it uses singular
value decomposition of the data matrix to obtain the eigenvalues and eigenvectors, rather than spectral decomposition of
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either the correlation or variance-covariance matrix. In practice, most users will find no difference in the results obtained.
Ecologists may favour the rda() function in the vegan package as this package offers a wide range of analytical techniques
used by ecologists for community analysis. Another function undertaking a PCA is dudi.pca() in the ade4 package which
has also been developed to analyse ecological data. The use of each of these functions is demonstrated below in the
example applications.
Other PCA functions not discussed further here are PCA(X) in the FactoMineR package, and pca(X) in the
bioconductor pcaMethods package. The function pca(X) is a wrapper for the prcomp() function which offers further
visualisation functions and methods for handling missing values. The PCA(X) function has many plotting options and
allows observations or variables to be given different weights.

Example: archaeology: the classification of Jomon pottery sherds
Demonstration data set: Jomon_Hall.csv or Jomon Hall R.csv and Jomon Hall Shouninzuka R.csv
Reference: Hall, M. E., 2001. Pottery styles during the early Jomon period: geochemical perspectives on the Moroiso and
Ukishima pottery styles. Archaeometry 43, 59-75.
Required R packages: ggbiplot, ggplot2, ClassDiscovery
This example is based on the study by Hall (2001) of Japanese pottery sherds from the early Jomon period (c. 5000±2500
BC). Energy-dispersive X-ray fluorescence was used to determine the concentration of 15 minor and trace chemical
elements in 92 pottery sherds. The sherds came from four sites in the Kanto region and belong to either the Moroiso or
Ukishima style of pottery.
The author reasoned that if the pottery were locally produced, we should expect to find statistically significant differences
in the chemical composition between potsherds from different sites. If there are no differences between sites, then we
can assume that the Jomon potters utilized raw materials that were geochemically similar, or that the pottery was part of a
trade/exchange/redistribution network between settlements. For each sherd the elemental compositions of barium (Ba),
copper (Cu), gallium (Ga), iron (Fe), lead (Pb), manganese (Mn), nickel (Ni), niobium (Nb), rubidium (Rb), strontium (Sr),
thorium (Th), titanium (Ti), yttrium (Y), zinc (Zn) and zirconium (Zr) were measured.
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Preliminary data examination and transformation
The concentration of the elements present varied greatly, from about 10 ppm for iron (Fe) to
around 10 ppm for yttrium (Y). The author therefore undertook a log10 transformation of the data
to reduce the dominance of Fe and Ti in the analysis. Given the 5 orders of magnitude difference
in concentrations, and the fact that the data set has no zeros, a log transformation is a good choice.
Niobium was removed from the data set prior to analysis as it was generally below the detectable
limit.
5

The use of the correlation matrix

In
CAP,
the
Log10
transformation is easily
undertaken. First click on the
Working Data tab. Second,
select the Transform radio
button and finally select
Log10 from the list of
possible transformations.
Remember your data are not
permanently altered, so you
can always try a range of
different transformations.

PCA was undertaken on the correlation matrix of the log-transformed data. The author does not
explain why a log-transformation was used, but as the analysis was undertaken using the correlation
matrix this transformation did not alter the conclusions. By using the correlation matrix the author In R, use the log() function
to log the data.
was giving all the elements the same influence on the final ordination. This is the correct choice if For example:
it is believed that all elements can potentially equally contribute to the identification of similarities log.sherds
between sherds, irrespective of concentration. In fact, for these data the author would have reached <-log(pottery.csv)
substantially similar conclusions if the variance-covariance matrix of log-transformed data had been
used instead.
Results using CAP
As shown in Table 4, the first 3 axes explained about 57.89% of the total variability in the data set. The sum of all
the eigenvalues, which is a measure of the total variability, or inertia, is 14. Because the analysis is undertaken on the
correlation matrix, this is simply the sum of the number of variables used in the analysis. This summation is always true
when a correlation matrix is used. Therefore, the percentage variability explained by the largest eigenvalue is 4.713/14 x
100 = 33.66%.
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Table 4: The eigenvalues for the first 5 axes of the PCA undertaken on Jomon pottery sherds. As there were
14 variables and the correlation matrix was analysed, the sum of the eigenvalues, which is the total inertia or
variance of the data set, was 14.
In CAP, the eigenvalues
are shown in the Variance
tabbed output window.
In R, using the prcomp()
function to undertake a PCA,
the variances are shown using
the summary() function.
In CAP, you can obtain the
averages for the variables
for each group by using the
Summary tab. Click on the
Group radio button and
you will be presented with
the averages for each group.
Remember, that this will only
work if you have previously
defined group membership.

Eigenvalues

Cumulative percentage of the total variance

1

4.713

33.66

2

1.954

47.62

3

1.437

57.89

4

1.228

66.66

5

0.9771

73.64

These results suggest that much of the variability in elemental composition can be expressed in 3
dimensions. The first 4 dimensions are probably meaningful (eigenvalues > 1).
An examination of the 3 2D plots possible (axis 1 and 2; axis 1 and 3; axis 2 and 3) for the 3 largest
components showed that the position of the sherds in the 2-dimensional space defined by the 1st
and 3rd principal components separated the sherds into the 4 localities (Fig. 12, page 28). Four
sample outliers in the PCA were a:mb:002, k:uk2:008, n:uk:137 and s:mb:007. For example, the
sherd s:mb:007 is represented by the X on the far lower left of the plot. By repeating the analysis
with the outliers removed we can see more clearly the grouping of the sherds between the 4 sites
(Fig. 13, page 28). In this figure, for which the first 2 principal components are plotted, each
of the sites is coded as a different symbol and colour. You will see for example that the crosses
representing the Narita 60 site are clustered in a single discrete area.

The eigenvector plot (Fig. 14, page 29) shows that Principal axis 1 is a measure of the concentration of the elements
Zn, Ba, Mn, Zr, Ga, Cu, Ni, Fe, Y and Ti present, with sherds to the right (positive direction) of the axis having the largest
concentrations. Axis 2 is a measure of Sr, Rb, Th and Pb concentration, with the greatest concentrations at the bottom
(negative direction) of the axis.
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Fig. 12: (left) The ordination plot of the Jomon pottery sherd data, based on the first and third principal axes.
PCA was undertaken using the correlation matrix.
Fig. 13: (right) PCA ordination of Jomon potsherds with outliers removed. PCA was undertaken using the
correlation matrix.
The samples were also classified by pottery style – Red is Moroiso A, Blue Moroiso B and Green Ukishima (Fig. 15)1. By
comparing the plot showing the sites and the styles, it is apparent that the Ukishima pottery is found at all the sites. Note
that there is a difference in the elemental composition in the pottery styles, with Moroiso sherds having generally higher
concentrations of all the elements measured except lead (Pb).

1 Note that changing the group membership does not affect a PCA ordination.
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In CAP, to deselect the
outliers, click on the Working
Data tab. Find the first sherd
to remove and select any cell
in this column. Now select
Handling zeros in the Type
of Adjustment radio box,
choose Deselect Column in
the list, and click on Submit.

Fig. 14: Eigenvectors for the chemical composition variables produced by PCA for the
Jomon potsherds with outliers removed. PCA was undertaken using the correlation matrix.
Fig. 15: PCA ordination of Jomon potsherds grouped by pottery style with outliers removed.
PCA was undertaken using the correlation matrix. The samples have been allocated to
groups based on pottery style.
Code and results using R and the prcomp() function

For this example the prcomp() function is used to undertake the PCA. Note that scale = TRUE
results in PCA based on the correlation matrix. To use the variance-covariance matrix specify scale
= FALSE. To identify how many of the principal components are important, the summary() function is used together
with plot() to make a scree plot (Fig. 16, page 30).
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# Open data set, print first lines to check data loaded correctly and find names of variables
pottery.csv <- read.table(“D:\\Demo Data\\Jomon Hall R.csv”,header = TRUE, sep = “,”)
head(pottery.csv, 4)

# log transform

log.sherds <-log(pottery.csv[, 3:16]) # log the numerical data
head(log.sherds, 4) # Some output to check values have been logged
location.sherds <- pottery.csv[,2] # Put locations in a vector

# Run analysis

sherds.pca <-prcomp(log.sherds, center = TRUE, scale = TRUE)
print(sherds.pca) # Print the output

# Investigate the importance of each PCA
summary(sherds.pca) # Plot of variances for each PC
plot(sherds.pca, type = “barplot”) # makes a scree bar plot; otherwise use type = “lines”

Fig. 16: The scree plot generated
by plot(sherds.pca, type
= “barplot”). Note that a
high proportion of the total
variance is explained by the first
two principal components.
The additional code segment
below uses the function ggbiplot()
from the ggbiplot package, which
generates a particularly good biplot
(Fig. 17) with each location group
coloured differently. For each
group, a 68% normal probability
ellipse is drawn. The plot also
shows the eigenvectors for each
variable.
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# Plot results using ggbiplot

library(ggbiplot)
g <- ggbiplot(sherds.pca, obs.scale = 1, var.scale = 1, groups = location.sherds, ellipse = TRUE,
circle = TRUE)# plots PCs 1 & 2
g <- g + scale_color_discrete(name = ““)
g <- g + theme(legend.direction = “horizontal”, legend.position = “top”)
print(g)

The default for ggbiplot() is a
plot of the PC 1 and 2. Use the
choices option to select other
PCs. For example, to plot PCs
1 and 3 use:
g <- ggbiplot(sherds.pca,
choices = c(1,3), obs.scale
= 1, var.scale = 1, groups
= location.sherds, ellipse
= TRUE, circle = TRUE)

Fig. 17: The output using
ggbiplot to show the variable
associations with each PC.
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The following R code produces the plot shown in Fig. 18 which will aid understanding of how the variables are associated
with each PCA axis. Note that the plot shows that negative values on PC2 are associated with elevated Pb (lead), Rb
(rubidium) and Th (thorium) and positive values with high Ni (nickel).
# A plot to identify variables associated with each PC

require(ggplot2)
theta <- seq(0,2*pi,length.out = 100)
circle <- data.frame(x = cos(theta), y = sin(theta))
p <- ggplot(circle,aes(x,y)) + geom_path()
loadings <- data.frame(sherds.pca$rotation, .names = row.names(sherds.pca$rotation))
p + geom_text(data=loadings, mapping=aes(x = PC1, y = PC2, label = .names, colour = .names)) + coord_
fixed(ratio=1) + labs(x = “PC1”, y = “PC2”)

Fig. 18: PCA ordination of Jomon potsherds using the
variance-covariance matrix.
Conclusions
Hall (2001) concluded that Principal Component Analysis
indicated that there are four major groups in the data set, which
correspond to site location. This led him to the conclusion that
the majority of Early Jomon pottery found at four sites in Chiba
Prefecture, Japan, was made from locally-available raw materials.
While the Kamikaizuka and Shouninzuka groups overlap, both
sites are less than 10 km apart and their potters could have shared
raw material sources. The ordination is improved following the
removal of outliers.
For sites having both Moroiso- and Ukishima-style pottery, both
styles of pottery were made from the same or geochemically
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similar raw materials. This suggests that both styles were probably made at the same site, and indicates that if the different
pottery styles are reflecting ethnic identity, then intermarriage between ethnic groups was occurring. Alternatively, the
pottery styles could be reflecting some sort of social interaction between groups.
Hall (2001) did not test for the statistical significance of the 4 groups. Without such tests the results are not convincing.
The statistical significance of the grouping of the pottery into four groups relating to their location is tested below in the
chapter on ANOSIM.
Alternative approaches
Hall (2001) used a correlation matrix
for the PCA, which had the effect
of giving equal weighting to every
element. The plot in Fig. 19 shows
the ordination of the sites using the
variance-covariance matrix, which
fully uses the quantitative data. It is
interesting that the same conclusion is
reached, and a slightly clearer division
of the four sites is shown using a plot
of the first and second principal axes.

Fig. 19: PCA ordination of Jomon
potsherds using the variancecovariance matrix.
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Using Mahalanobis distance with a PCA to detect outliers
Outliers are data points which lie outside the range of values you would expect for the data set. If you run a PCA and one
of the samples is an extreme outlier it will dominate the PCA plot and you will be unable to see clearly the relationships
between the other samples. We can use the Mahalanobis distance to decide if a data point should be removed. In a PCA,
each sample is placed in a multi-dimensional space which is an ellipsoid, and so we need a multi-dimensional measure in
standard deviation units of the distance of each sample point from the multi-dimensional centroid of the distribution.
The Mahalanobis distance is the distance of a point from the centre of mass, divided by the width of the ellipsoid in the
direction of the test point. It is a unitless and scale-invariant measure.
In the Jomon pottery sherds example previously discussed in this section, we looked at the PCA plot before and after
outlier removal. We can use Mahalanobis distance to decide if a point is an outlier. Fig. 12 and Fig. 13, page 28, show
that one point from the Shouninzuka group seems to be an outlier. We can test this formally.
The R code below uses the package ClassDiscovery and a data set which only includes samples from the Shouninzuka
group. For this library each column in the data set represents a sample, and the rows are the individual variables. The
theory says that, under the null hypothesis that all samples arise from the same multivariate normal distribution, the
distance from the centre of a d-dimensional PC space should follow a chi-squared distribution with d degrees of freedom.
This theory lets us compute p-values associated with the Mahalanobis distances for each sample. The line
round(cumsum(spc@variances)/sum(spc@variances), digits=2)

shows that the first two axes explain 50% of the total variance. This is quite large for a typical data
set, suggesting a plot of the first two axes should show the relationship between the samples. Fig. The R code for Mahalanobis
distance has also been
20 shows that the sample s.mb.007 appears to be an outlier. The line
implemented into CAP and

maha2 <- mahalanobisQC(spc,2)

calculates the Mahalanobis distances using the first two principal components. To use more axes,
change the 2 to a higher number. The calculations of the Mahalanobis distances for each sample
and their significance values are shown in Table 5, demonstrating that s.mb.007 (marked in bold) is
clearly significantly different. This point can be removed from the data set and the analysis re-run to

can be run on either the
correlation or the covariance
matrix; to run it, simply select
Run R Code: PCA - Cor
- Outlier or PCA - Covar
- Outlier from the main
program menu.
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determine if other points such as s.ma.001, s.mb.006 and s.mb.008 are also significant outliers. Be aware that if your data
encompass nonlinear relationships, Mahalanobis distance can be misleading, as it assumes linear relationships between
variables.
library(ClassDiscovery)

# Open data set

Shouninzuka <- read.table(“D:\\Demo Data\\Jomon Hall Shouninzuka R.csv”,header = TRUE, sep = “,”)
head(Shouninzuka, 4) # Print first lines to check data
spc <- SamplePCA(Shouninzuka, usecor=TRUE) # Undertake a PCA on correlation matrix
round(cumsum(spc@variances)/sum(spc@variances), digits=2)
plot(spc) # Plot the first 2 principal components
text(spc, cex= 0.7, pos=2) # Puts a label by each sample point
maha2 <- mahalanobisQC(spc,2)
maha2

Fig. 20: A plot of the two largest principal
components for the Shouninzuka group of
the Jomon pottery sherds. Note that point
s.mb.007 on the right (arrowed) appears to
be an outlier.
Table 5: Excerpt from the Mahalanobis
distance output, showing the outlier point
s.mb.007.
Sample

Statistic

P value

s.mb.003

1.09061387

5.796638e-01

s.mb.004

4.57285846

1.016287e-01

s.mb.005

0.35119079

8.389574e-01

s.mb.006

4.71815285

9.450747e-02

s.mb.007

41.51771085

9.650363e-10
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Example: geology: An investigation of the Martinsville igneous complex
Demonstration data set: Petrology.csv
Reference: P. C. Ragland, J. F. Conley, W. C. Parker, and J. A. Van Orman, 1997, Use of Principal Components Analysis
in petrology: an example from the Martinsville igneous complex, Virginia, U.S.A. Mineralogy and Petrology 60:165-184.
Required R package: ade4
This example is based on the study by Ragland et al. (1997) which examined the utility of PCA for the analysis of the
relationship between geological structures using a chemical data set for the Martinsville igneous complex (MIC), Virginia,
USA. The study sought to answer 4 main questions:
○○ Can PCA discern geochemical trends or relationships among lithologic units that have petrogenetic significance? If
so, what are these trends and what do they indicate about the origin of the rocks?
○○ Can PCA determine which of the original chemical variables are the most meaningful and do these correspond to the
traditionally-accepted variables, such as SiO2 and MgO?
○○ Are the PCA-generated variables as useful or more useful for petrogenetic purposes than the original chemical
variables?
○○ Overall, is PCA a useful alternative to the traditional approaches for examining these types of geochemical and
petrologic data?
Preliminary data examination and transformation
The data set comprised data on the percentage weight of the oxides of 10 major elements, and the concentration in parts
per million of 3 trace elements (Rb, Sr and Zr). The authors checked the variables for normality and noted that MgO was
not normal and so log-transformed this variable. This transformation does not make any difference to the ordination or
the resulting conclusions, so was not carried out here. The two water variables, H20+ and H2O- were excluded.
The use of the correlation matrix
PCA was undertaken on the correlation matrix; this was essential if the ordination is not to be dominated by the three
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variables (Zr, Sr and Mg) with the largest variances because of their high relative magnitudes. This is the correct choice if
it is believed that all elements can potentially contribute equally to the study of the relationships between the rocks.
Results
As shown in Table 6, the first 2 axes explained about 72.9% of the total variability in the data set. The sum of all the
eigenvalues, a measure of the total variability, is 14, which is simply the sum of the number of variables used in the
analysis, because the correlation matrix was used. Therefore, the percentage variability explained by the largest eigenvalue
is 7.28/14 x 100 = 52.01%. The first 3 dimensions are probably meaningful (eigenvalues > 1).
Table 6: The eigenvalues for the first 5 axes of the PCA undertaken on chemical variables for the Martinsville
igneous complex. As there were 14 variables, and the correlation matrix was analysed, the sum of the eigenvalues,
which is the total inertia or variance of the data set, was 14.
Eigenvalues

Cumulative percentage of the total variance

1

7.282

52.01

2

2.918

72.86

3

1.27

81.93

4

0.8209

87.79

5

0.5165

91.48

The authors reported a higher percentage of the variability explained by the first two axes, probably because they combined
the percentage composition for the two iron oxides into a single variable. However, this makes little difference to the
ordination produced.
These results show that much of the variability in chemical composition can be expressed in 2 dimensions.
The plot in Fig. 21, page 38 of the eigenvectors shows that Principal axis 1 arranges the samples so that those with the
highest concentrations of Ca, Fe, Al, Mn, Sr, P and Ti are towards the left (negative side) and those with highest concentrations
of Si, Rb and K to the right (positive side). When deciding which variables are making the greatest contribution to an axis,
examine both the direction and the length of the eigenvectors. To make a strong contribution to an axis, an eigenvector
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Fig. 21: (left) Plot of eigenvectors of chemical composition for rock samples in the Martinsville igneous complex.
PCA was undertaken on the correlation matrix using CAP.
Fig. 22: (right) Ordination of rocks within the Martinsville igneous complex. PCA was
correlation matrix using CAP.
should point approximately along an axis and be relatively long. Axis 2 is a measure of Zr and
Na concentration, with the greatest concentrations at the top (positive direction) of the axis. The
authors recognised 5 groups of eigenvectors: 1) Si, Rb and K; 2) Ca and Mg; 3) Fe, Al, Sr and Mn;
4) P and Ti; and 5) Na and Zr. When grouping eigenvectors, you must consider the angle between
them, not the length of the vector. The present results would suggest that P and Ti make a poor
group, but they can be viewed as intermediate between {Zr, Na} and {Fe, Al, Sr, Mn}
An examination of the 2D PCA ordination plots (Fig. 22) shows a clear clustering of the rock
samples. When the samples are grouped according to their mineralogy it is clear that the PCA

undertaken on the
In CAP, you can edit all
aspects of the legend. First
select the Edit tool button
above the chart. Then choose
the tabs Chart: Legend.
To remove the tick boxes,
select the tabs Chart:
Legend: Style and select No
check boxes from the dropdown menu.
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ordination based on chemistry produces a similar classification. For example, that the syenodiorite can best be distinguished
by its relatively high Na and Zr contents. The granites are characterised by relatively high Si, Rb, and K, and the Rich
Acres gabbros by being relatively rich in Mg, Ca, and Fe. The authors do not consider these findings “particularly a surprise”
and if the PCA “only confirmed the mineralogical groupings and chemical differences easily apparent, they would be of limited value.” The
particular value of the PCA is in showing relationships and hybrids. For instance, the hybrid Leatherwood rocks (blue
squares) are intermediate in composition between the granites (yellow squares) and the diorites (red squares).
Code and results using R
library(“ade4”) # PCA example using rda in the ade4 package

#O pen data set

rocks.csv <- read.table(“D:\\Demo Data\\Petrology R.csv”,header = TRUE, sep = “,”)
head(rocks.csv, 4) # Print out the first 4 lines to check data loaded correctly
rock.obs <- rocks.csv[, 2:17]
# get numerical data - the first column holds the classification
names<-rocks.csv[,1]
# Create a variable holding the classifications

# run PCA on the correlation matrix

pca.results <- dudi.pca(rock.obs, scannf = FALSE, nf=5, center = TRUE, scale=TRUE)
scatter(pca.results) # create a plot
s.class(pca.results$li,factor(names)) # create plot showing classifications

The dudi.pca() function in ade4 is used for the PCA. Note that scale = TRUE results in PCA based on the correlation
matrix. The scannf=FALSE option suppresses the scree plot. The plots are shown in Fig. 23 and Fig. 24, page 40.
Conclusions
Ragland et al. (1997) concluded that PCA was a useful tool. “... PCA is an insightful tool in petrology and geochemistry and is
recommended as a first-step, exploratory technique for a dataset of chemical analyses. It allows the researcher to determine which of the original
variables may be the most useful in characterizing the dataset.” Further, it is capable of identifying possible relationships and
hybrids, and thus can be used as an aid when generating hypotheses about relationships between and origins of rocks.
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Fig. 23: The PCA scatter plot for the Martinsville rocks, produced by the function scatter() in the ade4 R package.
The numbers refer to each rock sample and the eigenvectors are the chemical components.
Fig. 24: The PCA plot for the Martinsville rocks, showing the different classifications. The ordination produced
a clear separation of the different rock types.
Alternative approaches
Ragland et al. (1997) used the correlation matrix for the PCA, which had the effect of giving equal weighting to every
element. Fig. 25 shows the ordination of the sites using the variance-covariance matrix calculated with all variables log
transformed. It is interesting to note that essentially the same clusters are formed, but the eigenvectors show a number
of tight pairs {Zr, Na}, {K, Rb}, {Mn, Fe} and {Ca, Mg}. This plot also shows that it is possible to place the samples
and the variable eigenvectors on the same plot. Some authors, including Ragland et al. (1997), plot only the apex of the
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eigenvectors. For clarity, this should be avoided; the relationship between eigenvectors, given by
In CAP, to show only the their angular difference, is more easily studied if they are plotted as vectors (arrows).
largest eigenvectors, use the
slider below the ordination
plot.

Fig. 25: Ordination biplot of the rocks with the Martinsville igneous complex. The plot also
shows the largest 9 eigenvectors for the chemical variables used to produce the ordination
of the rocks. The PCA was undertaken using the variance-covariance matrix using CAP.
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Example: biology: Comparing the songs of cicadas.
Demonstration data set: cicada.csv
Reference: Ohya, E., 2004. Identification of Tibicen cicada species by a Principal Components Analysis of their songs.
Anais da Academia Brasileira de Ciências 76: 441-444
Ohya (2004) used recordings of cicadas to demonstrate that the songs of different species could be differentiated using
PCA. This example shows the use of PCA to compare the features of time series. It also shows that standard measurements
for known types, in this case species, can be included in the data set so that samples can be assigned to group by their
proximity to these standards within the ordination space.
Preliminary data examination and transformation
The data set comprised observations of peak frequency (Hz), mean frequency (Hz) and number of pulses per 0.2 second.
Recordings were made on 12 individuals of unknown species, and 3 standard sets for the species Tibicen japonicus, T.
flammatus and T. bihamatus. No transformations were undertaken.
The use of the correlation matrix
PCA was undertaken on the correlation matrix; this was essential if the ordination was not to be dominated by frequency
measurements, which were between 5000 and 7000, while the pulse rate ranged between 8 and 20. It would also have been
possible to have rescaled frequency in KHz and used the variance-covariance matrix.
Results
As shown in Table 7, the first 2 axes explained about 98% of the total variability in the data set, demonstrating that a 2D
graph can show the relationship between the cicada species. The sum of all the eigenvalues, which is a measure of the total
variability, is 3, which is simply the sum of the number of variables used in the analysis, because the correlation matrix was
used with 3 variables. The first dimension only has an eigenvalue > 1), but the second is required to distinguish between
T. japonicus and T. flammatus.
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Table 7: The eigenvalues for the first 2 axes of the PCA undertaken on 3 cicada song variables. As PCA was
undertaken on the correlation matrix, the sum of the eigenvalues, which is the total inertia in the data set,
equals 3.
Eigenvalues

Cumulative percentage of the total variance

1

2.69

89.62

2

0.26

98.15

Fig. 26, page 44 is a biplot of the eigenvectors and the sample scores. They can be effectively placed on the same graph
because of the small number of variables and samples included in this study. The 3 samples for known species have been
marked as large circles and labelled with the species name.
The 2D plot shows a clear separation between the species, and the clustering of the unknown samples around the T.
bihamatus standard indicates that all samples except for S1 can be assigned to this species. S1 has a song very similar to that
of T. japonicus.
Conclusions
As the author stated, “The cluster analysis of the PCA scores clearly separated T. japonicus, T. flammatus and T. bihamatus from each
other and allocated the samples as expected.” He did include a warning: “However, one should collect real specimens with each sound
recording in order to check the result of this method.”
Alternative approaches
For data of this type, there are no other methods that work as well as a PCA applied to the correlation matrix.
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Fig. 26: The relationship between the songs of 3 species of cicada. The PCA ordination is a biplot of the
eigenvectors and the sample scores using the correlation matrix.
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Example: biology: Analysis of community change with climate warming.
Demonstration data set: Hinkley fish.csv or Hinkley fish R.csv
Reference: Henderson, P. A., 2007. Discrete and continuous change in the fish community of the Bristol Channel in
response to climate change. J. Mar. Biol. Ass. U.K. (2007), 87, 589–598
Required R package: vegan
The actual data set used by Henderson (2007) is not supplied with the paper. The data set we analyse here is not identical,
but close to the original. The author reports on changes in the fish community in Bridgwater Bay, UK over a 25-year
period. The data set comprises the annual catch derived from monthly sampling for the 16 species of fish that were caught
every year between 1981 and 2004. Data for 1986 were excluded, as not all months were sampled.
Preliminary data examination and transformation
The fish species vary greatly in abundance, and the abundance of individual fish varies greatly through time. There is a clear
need to transform these data. As all species are present in all years, a log transformation is appropriate. Henderson (2007)
used a square root transformation, which is the most useful transformation for ecological data when zero observations
occur. While it is possible to cope with zeros by using a log + 1 transformation, this should be avoided, as it can give
misleading results. For this example, a log10 transformation has been applied to all the fish species variables.
The use of the variance-covariance matrix
PCA was undertaken by Henderson (2007) on the variance-covariance matrix derived from square root-transformed data.
The use of the variance-covariance matrix instead of the correlation matrix reflects the desire to use the full potential of
the quantitative data in the analysis. The inevitable result will be to place more emphasis on the most abundant species
within the data set.
Results
As shown in Table 8, page 46, using a log10 transformation, the first 2 axes explained about 46% of the total variability
45
Sample chapter © Pisces
Conservation Ltd, 2019

3: Principal Component Analysis

in the data set. For an ecological data set this is quite a large proportion of the total variability, and community analyses
are often presented in which the first two axes explain less than 30%. Henderson (2007) reported that, when using a
square root transformation, the first 2 axes explained about 62% of the variability. If a PCA is undertaken again on the
square root-transformed data used here, 67.5% of the variance is explained by the first two axes. However, the ordination
produced does not give such a clear distinction between the communities in the early 1980s and after 1987. The point to
note is that when using the variance-covariance matrix, the best transformation is not necessarily the one which explains
the largest amount of the variance in the first two axes.
Table 8: The eigenvalues for the first 3 axes of the PCA undertaken on the fish community data collected at
Hinkley Point.
Eigenvalues

Cumulative percentage of the total variance

1

14.05

27.53

2

9.4

45.95

3

6.735

59.15

The plot of the fish species eigenvectors shows that Principal axis 1 arranges the years so that those with the highest
abundance of Sprattus lie towards the left (Fig. 27). Axis 2 is a measure of the abundance of most of the other fish species,
with warm-water species, Solea, Dicentrarchus and Trisopterus increasing in the positive direction, and cold-water species,
Liparis and Limanda, in the negative direction. Axis 2 can therefore be thought of as a temperature axis.
An examination of the 2D ordination of the years clearly shows that the fish community in the early 1980s was different
from that in later years (Fig. 28).
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Fig. 27: (left) The 6 largest eigenvectors for the fish species variables calculated by PCA for the Hinkley Point
data. PCA was undertaken on the variance-covariance matrix derived from square root-transformed data.
Fig. 28: (right) The ordination of the fish community of the Severn estuary, showing the change between the
1980s and latter years. As above, PCA was undertaken on the variance-covariance matrix derived from square
root-transformed data.
In CAP, you can select the number of eigenvectors to present on the chart using the slider at the bottom of the PCA plot tab.
It is often worth only showing the major eigenvectors, which are making the greatest contribution to the principal axes.
To produce the large plotting symbols and labels for years in the 1980s, we activated Chart edit by clicking on the Tools button on the left above
the graph. The pre- and post-1986 years had already been defined as groups. It was therefore possible to double-click on the pre-1986 series in
the Series list. This opened the Series dialog where the symbol and the label text could be changed.
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Using this ordination result, Henderson (2007) concluded that there was an abrupt change in the fish community around
1986, which was related to a change in climatic conditions and a switch in the North Atlantic Oscillation. Note that the
PCA analysis can tell us nothing about the causality behind the change in fish community. The explanation came from
an investigation of changes in the physical environment between the early 1980s and after 1987. Further, biological
knowledge about which fish favoured warmer conditions allowed axis 2 to be interpreted as a water temperature axis,
indicating a climatic effect.
Code and results using R
This example uses the rda() function in the vegan package to undertake the PCA. The fish data include no zero values,
so a log transformation is applied. If the data were not log-transformed the analysis would have been dominated by the
most abundant species. Note that scale = FALSE results in PCA based on the variance-covariance matrix. To identify
how many of the PCs are important the summary() function is used together with barplot() to show the proportion
of the total variability explained by
each principal axis (Fig. 29). The library(vegan) # PCA example using rda in the vegan package
fish.csv <- read.table(“D:\\Demo Data\\Hinkley fish R.csv”,header =
function biplot() plots the scores for TRUE, sep = “,”) # Open data set
each year and the eigenvectors (Fig. head(fish.csv, 4) # Print first lines to check data has been
30). You can choose different scaling. loaded correctly and find names of variables
With scaling = 1 the eigenvectors log.fish <-log(fish.csv[, 2:17]) # log10 transform as no 0 values
are scaled to unit length, and the head(log.fish, 4) # Some output to check values have been
transformed as expected
distances between objects (years in # Run analysis
this case) scale with their Euclidean fish.pca <-rda(log.fish, scale=FALSE) # do pca on var-covar matrix
distance apart in n-dimensional #Investigate the importance of each PCA
space. With scaling = 2, each summary(fish.pca) # This prints out the main results
eigenvector is scaled to the square ev <-fish.pca$CA$eig
barplot(t(cbind(100*ev/sum(ev))), main=”% variance”) # Plot
root of the eigenvector and the %variance explained by each axis
angles between descriptors (species) biplot(fish.pca, scaling = 1, main=”Hinkley fish PCA - scaling = 1”) #
biplots
reflect their correlation.
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A weakness of the rda() function is the difficulty of producing good graphical output. As is shown below in Fig. 30, the
objects, in this case years, are always called sites, so in the biplot sit1 is 1981, sit2 is 1982, and so on.

Fig. 29: (left) Scree plot output generated by the R function barplot() using the Hinkley Point fish data. The plot
shows that over 25% of the total variance is included in PC1 and that PCs 1, 2 and 3 can together summarise the
relationships within the data set.
Fig. 30: (right) Output generated by the R function rda() and plotted using the biplot() function. It shows that
the fish community in the years 1981 to 1985 (labelled Sit1 - Sit5) forms a separate group reflecting the different
colder-water community present in those years.
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Conclusions
Essentially similar conclusions would be reached if the PCA were undertaken on the correlation matrix, or with square
root-transformed data and the variance-covariance matrix. However, a log transformation and PCA applied to the variancecovariance matrix gave the clearest results. The log was better than a square root transformation
because it reduced the dominant role of Sprattus. It might be argued that the dominance of Sprattus In CAP, the rare species can
is a real feature and therefore should not be reduced by transformation. However, this dominance be removed from the data
set on the Working Data
is exceptionally great because abundance has been measured in terms of number of individuals tab. Select Handling zeros
caught. The dominance of Sprattus would have been much lower if abundance had been measured and choose Remove sparse
as weight caught each year, because Sprattus is one of the smaller fish caught. As our units of rows. The proportion of
measurement change the pattern of dominance, it seems fair to use a transformation to increase the zero values in the data set is
given in the Summary tab.
weighting given to the less numerically-abundant species.
Alternative approaches
Detrended Correspondence Analysis and MultiDimensional Scaling (see page 52 and page 73, respectively)
also show the distinct change in fish community. PCA is to be favoured in this case because the eigenvectors give insight
into which species are structuring the community and show the role of climate.

Concluding remarks on the use of PCA
PCA can be the method of choice to represent the relationship between quantitative samples in a 2- or 3-dimensional
space. Remember, PCA can only be effective if some of your variables are correlated. It is possible to produce a biplot
which shows the relationships between both the samples and their variables (e.g. Fig. 26, page 44). However, when
there are many samples or variables, this can be too confusing, and it is best to plot the ordination of the samples and the
eigenvectors of the variables separately (e.g. Fig. 27 and Fig. 28, page 47).
PCA is most effective when the data matrix does not have a very high proportion of zero values. Data arrays with more
than 80% zero values are common in biology, where the vast majority of species are only recorded in a small number of
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samples. In such cases you should remove all the rare species from the analysis. Such species make a negligible contribution
to the ordination.
If you have quantitative data, PCA should generally be undertaken using the variance-covariance matrix. However, if your
variables differ greatly in magnitude or variability, then there is a risk that the ordination will simply reflect the abundance of
the most variable, highest-magnitude variables. To avoid this, either rescale your variables to similar
In CAP, a data transformation magnitudes, or undertake a log or square root transformation. Use a square root transformation if
is easily undertaken. First click
your data set includes zero values. Avoid 4th root transformations and other exotica, as you will not
on the Working Data tab.
Second, select the Transform generate easily-interpretable results.

radio button and finally select
Log10 etc. from the list of
possible transformations.
Remember your data set is
not permanently altered, so
you can always try a range of
different transformations.

Remember, if a PCA is undertaken on the correlation matrix all your variables will acquire
equal importance. This may be quite appropriate when using physical variables; a low mercury
concentration may be just as important as a calcium concentration a thousand-fold larger. But, do
you consider that the rarer species are as important as the common forms in defining a community?
Only the first 3 or so principal axes are likely to hold interpretable variability, so do not waste time
studying the plot of the 5th and 10th principal axes!
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